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Introduction and Disclaimer

These worked examples illustrate the use of the BUGS language and sampler in a wide range of
problems. They contain a number of useful “tricks”, but are certainly not exhaustive of the models
that may be analysed.

We emphasise that all the results for these examples have been derived in the most naive way: in
general a burn-in of 500 iterations and a single long run of 1000 iterations. This is not recommended
as a general technique: no tests of convergence have been carried out, and traces of the estimates
have not even been plotted. However, comparisons with published results have been made where
possible. Times have been measured on a 60 MHz superSPARC: a 60 MHz Pentium PC appears
to be about 4 times slower, and a 30 MHz superSPARC about 2 times slower.

Users are warned to be extremely careful about assuming convergence, especially
when using complex models including errors in variables, crossed random effects and
intrinsic priors in undirected models.

*BUGS (©copyright MRC Biostatistics Unit 1995. ALL RIGHTS RESERVED. The support of the Economic and
Social Research Council (UK) is gratefully acknowledged. The work was funded in part by ESRC (UK) Award
Number H519 25 5023.



Warning
BUGS version 0.5
Release date: August 14, 1996

BUGS version 0.5 released on August 14, 1996 is a TEST version only.

If you encouter any errors in the program, please notify us by e-mailing bugs@mrc-bs.cam.ac.uk.
In particular, users are warned that BUGS version 0.5 may crash during sampling with the error

Can not locate mode of sampling density
or

Allowed number of function evaluations exceeded for ARS.

Such errors typically occur when estimating models involving a log or logit function of parameters
whose values are very close to zero. We are currently working to fix this bug, and will release a
revised version 0.5 when this has been sorted out. Please note that the Cosmos example in BUGS
Examples Volume 2 crashes with this error when running BUGS version 0.5, although the model can
be run successfully using BUGS version 0.30.
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1 Rats: Normal hierarchical models with missing data

This example is taken from section 6 of Gelfand et al. (1990), and concerns 30 young rats whose

weights were measured weekly for five weeks. Part of the data is shown below, where Y;; is the
weight of the ith rat measured at age ;.

Weights Y;; of rat 7 on day z;
zj=8 15 22 29 36
Rat 1 151 199 246 283 320
Rat 2 145 199 249 293 354

Rat 30 163 200 244 286 324

A plot of the 30 growth curves suggests some evidence of downward curvature.

The model is essentially a random effects linear growth curve

Yij ~ Normal(o; + Bi(zj; — ), 7c)
a; ~ Normal(a,7q)

B; ~ Normal(g,,3)

where T = 22, and 7 represents the precision (1/variance) of a normal distribution. We note the
absence of a parameter representing correlation between «; and f; unlike in Gelfand et al. (1990).
However, see the birats example in Volume 2 which does explicitly model the covariance between
a; and ;. For now, we standardise the z;’s around their mean to reduce dependence between «; and
B; in their likelihood: in fact for the full balanced data, complete independence is achieved. (Note
that, in general, prior independence does not force the posterior distributions to be independent).

Oy Tay Be, T3, Te are given independent “noninformative” priors. Interest particularly focusses on
the intercept at zero time (birth), denoted oy = o, — 5.Z. The appropriate graphical model is

shown in Figure 1.
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Figure 1: Graphical model for rats example
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Rats: model specification in BUGS

model rats;

const

N = 30, # number of rats

T = 5; # number of time points
var

tau.c, alphaO, alpha.c, beta.c, x[T],
mu[N,T], Y[N,T], alpha[N], betal[N],
tau.alpha, tau.beta, sigma, x.bar;

data Y in "ratsy.dat", x in "ratsx.dat";
inits in "rats.in";

{
for (i in 1:N) {
for (j in 1:T) {
muli,j] <- alphal[i] + betal[il*(x[j] - x.bar);
Y[i,jl “ dnorm(mul[i, j],tau.c)
}
alpha[i] ~ dnorm(alpha.c,tau.alpha);
betal[i] ~ dnorm(beta.c,tau.beta);
}
alpha.c ~ dnorm(0,1.0E-4);
beta.c ~ dnorm(0,1.0E-4);
tau.c ~ dgamma(1.0E-3,1.0E-3);
tau.alpha ~ dgamma(1l.0E-3,1.0E-3);
tau.beta ~ dgamma(1l.0E-3,1.0E-3);
sigma <- 1.0/sqrt(tau.c);
x.bar <- mean(x[1);
alpha0 <- alpha.c - beta.c*x.bar;

Note the use of a very flat but conjugate prior for the population effects: a locally uniform prior
could also have been used.

If the data are input in rectangular format, 2 files are required. The response data y are in file
ratsy.dat:

151 199 246 283 320
145 199 249 293 354
147 214 263 312 328
1656 200 237 272 297

157 205 248 289 316
137 180 219 258 291
153 200 244 286 324



and the measurements times x are in ratsx.dat:

Alternatively, the data may be input in S format, as in file ratsS.dat. In this case, both y and
x may be included in the same file:

list(Y = ¢(151.0,199.0,246.0,283.0,320.0,
145.0,199.0,249.0,293.0,354.0,

163.0,200.0,244.0,286.0,324.0),
x = ¢(8.0,15.0,22.0,29.0,36.0))

and the data statement on line 10 of the rats.bug file must be changed to

data in "ratsS.dat";

Analysis

A naive run, using no diagnostics for convergence, gave the following results for the population
intercept g at time 0 and the population gradient (.

Bugs>update(500) 500
Bugs>monitor (alpha0)
Bugs>monitor (beta.c)
Bugs>update (1000) 1000
Bugs>stats(alpha0)
mean
1.063E+2
Bugs>stats(beta.c)
mean
6.183E+0

updates took 00:00:02

updates took 00:00:04

sd 2.5% : 97.5% CI median
3.590E+0 9.968E+1 1.132E+2 1.061E+2

sd 2.5% : 97.5% CI median
1.095E-1 5.968E+0 6.393E+0 6.179E+0

sample
1000

sample
1000

These results may be compared with Figure 5 of Gelfand et al. (1990) — we note that the mean
gradient of independent fitted straight lines is 6.19.

Gelfand et al. (1990) also consider the problem of missing data, and delete the last observation of
cases 6-10, the last two from 11-20, the last 3 from 21-25 and the last 4 from 26-30. The appropriate
data file is called ratsmiss.dat, and is obtained by simply replacing data values by NA (see below).
The rats.bug file only has to change the data declaration to data Y in "ratsmiss.dat"; we
note that this is the only change necessary, since the distinction between observed and unobserved
quantities is made in the data file and not the model specification.
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Data file "ratsmiss.dat"

151 199 246 283 320
145 199 249 293 354

163 NA NA NA NA

Gelfand et al. (1990) focus on the parameter estimates and the predictions for the final 4 observa-
tions on rat 26. These predictions are obtained automatically in BUGS by monitoring the relevant
Y[] nodes. The following is a sample run.

Bugs>update(500) 500 updates took 00:00:02
Bugs>monitor (beta.c)

Bugs>monitor (Y[26,])

Bugs>update(1000) 1000 updates took 00:00:04
Bugs>stats(beta.c)

mean sd 2.5% : 97.5% CI median sample

6.537E+0 1.411E-1 6.260E+0 6.811E+0 6.533E+0 1000
Bugs>stats(Y[26,])

mean sd 2.5%, + 97.5) CI median sample

[26,2] 2.044E+2 8.937E+0 1.865E+2 2.212E+2  2.046E+2 1000

[26,3] 2.497E+2 1.076E+1 2.294E+2 2.706E+2  2.493E+2 1000

[26,4] 2.952E+2 1.280E+1 2.700E+2 3.216E+2  2.949E+2 1000

[26,5] 3.413E+2 1.603E+1 3.115E+2 3.742E+2  3.401E+2 1000

We note that our estimate 6.54 of (3, is substantially greater than that shown in Figure 6 of Gelfand
et al. (1990). However, plotting the growth curves indicates some curvature with steeper gradients
at the beginning: the mean of the estimated gradients of the reduced data is 6.66, compared to
6.19 for the full data. Hence we are inclined to believe our analysis. The observed weights for rat
26 were 207, 257, 303 and 345, compared to our predictions of 204, 250, 295 and 341.



2 Pump: conjugate gamma-Poisson hierarchical model

George et al. (1993) discuss Bayesian analysis of hierarchical models where the conjugate prior is
adopted at the first level, but for any given prior distribution of the hyperparameters, the joint
posterior is not of closed form. The example they consider relates to 10 power plant pumps. The
number of failures z; is assumed to follow a Poisson distribution

z; ~ Poisson(6;t;) 1=1,...,10

where 6; is the failure rate for pump i and ¢; is the length of operation time of the pump (in 1000s
of hours). The data is shown below.

Pump | 1 2 3 4 5 6 T8 9 10
t; 94.3 15.7 629 126 524 314 1.05 1.05 21 105
; 5 1 5 14 3 19 1 1 4 22

A conjugate gamma prior distribution is adopted for the failure rates:
0; ~ Gamma(a,f), 1=1,...,10
George et al. (1993) assume the following prior specification for the hyperparameters « and

a ~ Exponential(1.0)
B ~ Gamma(0.1,1.0)

They show that this gives a posterior for 8 which is a gamma distribution, but leads to a non-
standard posterior for a. Consequently, they use the Gibbs sampler to simulate the required
posterior densities.

Figure 2 shows the graph corresponding to the above model, and the associated BUGS analysis is

Qo

pump i

given below.

)

Figure 2: Graphical model for pump example.
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Model specification for pump example

model pump;

const
N = 10; # number of pumps

var
thetal[N], # failure rate of each pump
x[N], # number of failures per pump
t[N], # length of operation time
alpha,beta, # parameters of gamma prior
lambda[N] ; # theta[l*t[]

data t, x in "pump.dat";
inits in "pump.in";

{
for (i in 1:N){
thetalil ~ dgamma(alpha,beta) ;
lambda[i] <- thetal[il*t[i];
x[i] ~ dpois(lambdalil);
}
alpha ~ dexp(1.0);
beta ~ dgamma(0.1,1.0);
}

Analysis A BUGS run of 1000 iterations took 2 seconds after a 500 iteration burn-in. Posterior
mean estimates for selected parameters are listed below, together with the corresponding estimates
obtained by George et al. (1993) (denoted GMES estimate).

variable | BUGS estimate (95% interval) GMES estimate

o, 0.06 (0.02, 0.12) 0.06
02 0.10 (0.01, 0.30) 0.10
Bo 1.58 (0.47, 3.39) 1.59
010 1.97 (1.24, 2.93) 1.99
o 0.73 (0.28, 1.38) 0.70
B 0.98 (0.24, 2.36) 0.90
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3 Seeds: random effects logistic regression

This example is taken from Table 3 of Crowder (1978), and concerns the proportion of seeds that
germinated on each of 21 plates arranged according to a 2 x 2 factorial layout by seed and type of
root extract. The data are shown below, where r; and n; are the number of germinated and the
total number of seeds on the ith plate, s = 1,..., N. These data are also analysed by, for example,
Breslow and Clayton (1993).

seed O. aegyptiaco 75 seed O. aegyptiaco 73
Bean Cucumber Bean Cucumber

r nr/o|l r nr/opl r nor/al r n or/n
10 39 26| 5 6 83| 8 16 50| 3 12 .25
23 62 37|53 T4 72|10 30 .33 |22 41 .54
23 81 28|55 72 .76 8 28 .29|15 30 .50
26 51 b1 |32 51 63|23 45 .51 |32 51 .63
17 39 44,46 79 58| 0 4 .00 3 7 .43
10 13 .77

The model is essentially a random effects logistic, allowing for over-dispersion. If p; is the probability
of germination on the ith plate, we assume

r; ~ Binomial(p;, n;)
logit(p;) = o+ a171; + Qa2 + 127172 + b;
b; ~ Normal(0, 7).

where z1;, T9; are the seed type and root extract of the ¢th plate, and an interaction term aq9x1z9
is included. «q, a1, a9, @19, T are given independent “noninformative” priors. The graphical model
is shown in Figure 3.

The deviance for this model may be calculated within BUGS as a logical node. The log-likelihood
for an observation r; arising from a binomial model with denominator n; and success probability

pi 18
llike; = r;log(p;) + (n; —7i)log(l — p;)
The saturated log likelihood for the binomial model is

llike.sat; = r; 108(%) + (ni — i) log(1 — %)
i 7

Hence the deviance is given by 2(3°; llike.sat; — Y, llike;).
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Figure 3: Graphical model for the seeds example

Model specification for the seeds example

model seeds;

const
N = 21; # number of samples

var
alpha0O, alphal, alpha2, alphal2, tau, sigma,
x1[N], x2[N], p[N], r[N], n[N], b[N],
11ike[N], 1like.sat[N], deviance;

data r,n,x1,x2 in "seeds.dat";
inits in "seeds.in";
{
alpha0 ~ dnorm(0.0,1.0E-6); # intercept
alphal ~ dnorm(0.0,1.0E-6); # seed coeff
alpha? ~ dnorm(0.0,1.0E-6); # extract coeff
alphal2 ~ dnorm(0.0,1.0E-86);
tau ~ dgamma(1.0E-3,1.0E-3); # 1/sigma”2
sigma <- 1.0/sqrt(tau);
for (i in 1:N) {
b[i] ~ dnorm(0.0,tau);
logit(p[i]) <- alphaO + alphal*x1[i] + alpha2x*x2[i] +
alphal2*x1[i]*x2[i] + b[i];

r[i] ~ dbin(p[il,n[il);
# log likelihood for sample i:
11like[i] <- r[il*log(p[i]) + (n[i]l-r[il)*1log(1-p[il);

# log likelihood for saturated model:

1like.sat[i] <- r[i]l*log(r[il/n[i]) + (m[il-r[i])*log(l-r[il/n[il);
}
deviance <- 2 * (sum(llike.sat[]) - sum(1llike[]));
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Initial values in S object format
list(tau = 1, alpha0 = 0, alphal = 0, alpha2 = 0, alphal2 = 0)
Analysis
We may compare simple logistic, maximum likelihood (from EGRET), penalized quasi-likelihood

(PQL) (Breslow and Clayton, 1993) and BUGS results, using a burn-in of 500 iterations and estima-
tion based on 1000 samples.

Logistic maximum PQL BUGS

regression likelihood
variable g+t SE g+ SE 8+ SE B+t SE
constant () -.558 £ .126  -.548 + .167 -.542 £+ .190 -.542 +.178
seed (aq) 146 £ .223 097 £ .278  .077 £ .308  .028 +.340
extract (az) 1.318 £ .177 1.337 £ .237 1.339 + .270 1.368+.253
interaction (ai12) | -.778 £ .306 -.811 + .385 -.825 + 430 -.792+.426
scale (o) — 236 + .110 313 £ 121 .292+.152

BUGS produces samples for the deviance just like any other node. Hence we obtain a distribution
for the deviance as shown in Figure 4 (see also the section “Model criticism and selection” in the
BUGS manual 0.50).

0.05
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0.03
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Figure 4: Posterior distribution of the deviance for the seeds example
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3.1 Constraining random effects to sum to zero

It is possible to impose a constraint that random effects add to zero, which may be useful when, for
example, using intrinsic priors in which the prior mean is not specified. Alternatively, one might
be interested in estimating fixed effect coefficients for the particular individuals under study, rather
than coefficients for the population from which it is assumed the individuals are drawn

The model is achieved by creating additional independent random effects ¢; and setting b; = ¢; — €,
so that the marginal prior distributions are b; ~ Normal(0, %T) and the b’s sum to zero. The
model is contained in seedszro.bug, and its essentials are shown below.

alpha0O ~ dnorm(0.0,1.0E-6); # intercept

tau * dgamma(1.0E-3,1.0E-3); # 1/sigma”2
for (i in 1:N) {
c[i] ~ dnorm(0.0,tau);
b[i] <- c[i] - mean(c[]1); # make sure b’s add to zero
logit(p[i]) <- alphaO + alphal*x1[i] + alpha2*x2[i] +
alphal2*x1[i]*x2[i] + b[i];
r[i] = dbin(p[i],n[il);

}

This slows down the sampling somewhat: after a 500 iteration burn-in, 1000 iterations took 2%
minutes, with results ag = —.565+£.177, a1 = .093+.302, ap = 1.370+.272, a2 = —.861+.455,6 =
.282 4+ .158.

3.2 An alternative parameterisation for the precision of the random effects —
the unobserved covariate model

It is possible to parameterise the unknown variability between the random effects directly in the
linear predictor, while the random effects have a completely specified distribution. The random
effect then appears as an unobserved covariate, with its coefficient o being the standard deviation
of the random effects. In this case, we obtain the model

r; ~ Binomial(p;,n;)
logit(p;) = ao+ a1z1;i + aozo; + 121,72 + ob;
b; ~ Normal(0,1).

If we gave o the “non-informative” prior distribution p(o) =~ 1/0 (approximately equivalent to a
I'(e, €) distribution with mean 1 and variance 1/¢), then we would have essentially the same model
as when parameterised in terms of the b’s having precision 7, and 7 given a non-informative prior
p(1) = 1/7. However, p(c) = 1/0 is not log-concave in o (Gilks and Wild, 1992), and so currently
cannot be implemented in BUGS unless there is a conjugate likelihood (note that the prior p(7) ~ 1/7
is used extensively in these examples, but always when there are conjugate normal-likelihood terms).

We may however, use the exponential prior p(c) = e~?. We would expect, however, some tendency
of the estimate of o to be pulled towards 1 compared with the original analysis in terms of 7. File
seedssig.bug contains this model, whose essentials are shown below.
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sigma ~ dexp(1.0);
for (i in 1:N) {
b[i] ~ dnorm(0.0,1.0);
logit(p[i]) <- alphaO + alphal*x1[i] + alpha2*x2[i] +
alphal2*x1[i]*x2[i] + sigma * b[i];
r[i] ~ dbin(p[il,n[il);
}

Running this model for 1000 iterations after a 500 burn-in produced estimates of ¢y = —.526 +
213, a1 = .016 £+ .356, 0> = 1.318 + .302,a72 = —.777 + .472,6 = .340 £+ .151. We note that the
expected inflation of o towards 1.

3.3 A uniform prior for the standard deviation of the random effects

An alternative non-informative prior distribution for ¢ is to let p(o) be locally uniform on a range
(0,7). This may be achieved in BUGS using 2 different parameterizations: (i) the unobserved
covariate model (§3.2) with o ~ Uniform(0,r) instead of o ~ Gamma(1,1); (ii) the original model
parameterized in terms of the b’s having precision 7, but giving 7 a Pareto(%, r~2) prior instead of a
Gamma(0.001,0.001) prior (see section on “Non-informative priors” in the BUGS manual 0.50). The
BUGS code for the above models (with r=10) may be found in seedsuni.bug and seedspar.bug
respectively. The results of a 5000 iteration BUGS run following a 1000 iteration burn-in are shown
below.

Uniform(0,10) on ¢ Pareto(3,0.01) on 7
variable B+ SE B+ SE
constant (ap) -.563 + .187 -.552 +.211
seed (a1) 114 + .286 .081 + .356
extract (o) 1.393 + .289 1.428 + .319
interaction (aq2) -.912 £+ .438 -.940 £+ .519
scale (o) 364 + .161 377 £.146
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4 Surgical: institutional ranking

This example considers mortality rates in 12 hospitals performing cardiac surgery in babies. The
data are shown below.

Hospital
A B C D E F G H I J K L
No. of
ops. n |47 148 119 810 211 196 148 215 207 97 256 360
No. of

deathsr | 0 18 8 46 8 13 9 31 14 8 29 24

The number of deaths r; for hospital ¢ are modelled as a binary response variable with ‘true’ failure
probability p;:

r; ~ Binomial(p;,n;), i=1,.,12

4.1 Fixed effects model
We first assume that the true failure probabilities are independent (i.e. fixed effects) for each

hospital. This is equivalent to assuming a standard non-informative prior distribution for the p;’s,
namely:

pi ~ Beta(1.0,1.0)

The BUGS code is given below.
BUGS code for fixed effects model

model surg.fix;

const
N = 12; # number of hospitals
var
r[N], # number of deaths
n[N], # total number of operations
pN]; # ‘true’ probability of death

data r, n in "surgical.dat";
inits in "surgical.in";

{
for (i in 1:N) {
r[i] = dbin(p[il, n[il]);
pli]l = dbeta(1,1);
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4.2 Random effects model

A more realistic model for the surgical data is to assume that the failure rates across hospitals are
similar in some way. This is equivalent to specifying a random effects model for the true failure
probabilities p; as follows:

logit(ps) = bi
b; ~ Normal(y,T)

Standard non-informative priors are then specified for the population mean (logit) probability of
failure, u, and precision, 7.

Figure 5 shows the graph corresponding to the above model, and the essentials of the BUGS code

are given below.
\/

o] (e

NG

Hospital i
Figure 5: Graphical model for the random effects surgical example

BUGS code for random effects model

for (i in 1:N) {
r[i] ~ dbin(p[il, n[il]);
logit(p[il) <- bl[il;
b[i] ~ dnorm(mu, tau);
}
# Priors:
mu ~ dnorm(0.0,1.0E-6);
pop.mean <- exp(mu)/(l+exp(mu)); # population mean on natural scale
tau ~ dgamma(1.0E-3, 1.0E-3); sigma <- 1.0/sqrt(tau);

Analysis & Results

After a 500 iteration burn-in, a BUGS run of 1000 iterations took 1 second for the fixed effects model,
and 7 seconds for the random effects model. Figure 6 shows the posterior mean and 95% credible
interval for the estimated surgical mortality rate in each hospital for both the fixed and random
effect models.
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Figure 6: Fixed and shrunk estiamtes of the surgical mortality rates in each hospital. Numbers
in brackets show the observed nuber of deaths and the total number of operations. The vertical
line at p = 7.3% indicates the population mean failure rate (pop.mean) estimated from the random

effects model
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4.3 Ranking each hospital

A particular strength of the Markov chain Monte Carlo (Gibbs sampling) approach implemented
in BUGS is the ability to make inferences on arbitrary functions of unknown model parameters. For
example, we may compute the rank probabilty of failure for each hospital at each iteration. This
yields a sample from the posterior distribution of the ranks which may be summarised to provide
an estimate of the mean or median rank for each hospital, plus a 95% credible interval. The latter
captures the (typically large) uncertainty associated with the rank position of each hospital.

We compute the ranks in BUGS using the step function as follows

for (i in 1:N) {
for (j in 1:N) {
not.less.than[i,j] <- step(plil; - p[j1); ,
}
rank[i] <- sum(not.less.than[i,]);

}

where step(x) = 1 if X > 0 and 0 otherwise. The ith row of the array not.less.than[] thus con-
tains a 1 in columns co%responding to hospitals with an equal or lower estimated failure probability
than hospital ¢, and zeros elsewhere. Summing this row yields the total number of hospitals who
have a ‘better’ (lower) failure rate than hospital 7, and thus correpsonds to that hospital’s rank.

Results G

Figure 7 shows the posterior mean and 95% credible interval for the estimated surgical mortality
rate in each hospital fomboth the fixed and random effect models. These interval estimates illustrate
the considerable uncertainty associated with ‘league tables’: there are only 2 hospitals (H and K)
whose intervals exclude the median rank and none whose intervals fall completely within the lower
or upper quartiles. 0 °

® Mean rank — 95% C.1.

H (31/215) e

K (29/256) L e

B (18/148) |

J(8197) ‘ o

1
®

C (8/119)
1 (14/207) -

1
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F (13/196) | j o~

1
L

L (24/360) | .

G (9/148) | | o

D (46/810) o e

1
®

A (0147)

L
»

E (8/211) - ¢ *— : ‘
T T T T T T T T T T T T

1 2 3 4 5 6 7 8 9 10 11 12
RANK

Figure 7: Posterior means and 95% credible intervals for the rank of each hospital. Vertical dashed
lines indicate the position of lower and upper quartiles and median rank
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5 Salm: extra-Poisson variation in dose-response study

Breslow (1984) analyses some mutagenicity assay data (shown below) on salmonella in which three
plates have been processed at each dose 7 of quinoline and the number of revertant colonies of TA98
Salmonella measured. A certain dose-response curve is suggested by theory.

Dose of quinoline (ug per plate)

0 10 33 100 333 1000
15 16 16 27 33 20
21 18 26 41 38 27
29 21 33 60 41 42

This is assumed to be a random effects Poisson model allowing for over-dispersion. Let z; be the
dose on the plates ¢1,42 and 3. Then we assume

yij ~ Poisson(u;;)
logpij = a+ Blog(z; +10) +yzi + Nij
Xij ~ Normal(0,7).

a, 8,7, T are given independent “noninformative” priors. The appropriate graph is shown in Fig-
ure 8.

As for the Seeds example, we may calculate the deviance as a deterministic node in BUGS. The
log-likelihood for an observation y;; arising from a Poisson model with mean p;; is

llike;; = w;jlog(mij) — pij + constant
The saturated log-likelihood for the Poisson model is
llike.sat;; = w;jlog(yij) — yij + constant
and the deviance is given by 2(3°;; llike.sat;; — 3=, llike;;).

; ; I Q
N, AY A
\ 1
S \ /
\s AY ’
'~ AY
.

.a repeats j

doses i

Figure 8: Graphical model for salm example
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Salm: model specification in BUGS

Note that each covariate has been centred about its mean in the BUGS code. This greatly improves
the stability and convergence of the simulations.

model salm;

const
doses = 6, plates = 3;

var
alpha, alpha.star, beta, gamma, mu[doses,plates], y[doses,plates],
lambda[doses,plates], sigma, tau, x[doses], logx[doses],
llike[doses,plates], 1llike.sat[doses,plates], deviance;

data y, x in "salm.dat";

inits in "salm.in";

{
alpha.star ~ dnorm(0.0,1.0E-4); # intercept
beta ~ dnorm(0.0,1.0E-4); # mutagenic effect
gamma ~ dnorm(0.0,1.0E-10); # toxic effect
tau ~ dgamma(1.0E-3,1.0E-3); # Gamma prior on precision

sigma <- 1.0/sqrt(tau);
for(i in 1:doses){
for(j in 1:plates){
log(mu[i,j]) <- alpha.star + beta*(logx[i]-mean(logx[]))
+ gamma* (x[i]-mean(x[])) + lambdali,j];

y[i,j] “ dpois(muli,j]1);
lambdali,j] ~ dnorm(0.0,tau);
1like[i,j] <- yli,jl*log(muli,jl) - muli,j];
1llike.sat[i,j] <- y[i,jl*log(yl[i,jl) - y[i,jl;
}
logx[i] <- log(x[i]+10);

}
alpha <- alpha.star - beta*mean(logx[]) - gamma*mean(x[]);
deviance <- 2 * (sum(llike.sat[,]) - sum(1like[,]));

}

Analysis

1000 iterations took 12 seconds after a 500 iteration burn-in. The resulting parameter estimates and
standard errors can be compared with those of Breslow (1984) using a quasi-likelihood approach.
Also shown below are the results of re-parameterizing the random-effects precision (7) in terms of
a Pareto (0.5, 0.04) prior, which is equivalent to assuming a uniform prior on (0, 5) for o.

Quasi-likelihood BUGS BUGS
(Gamma prior on 7) (Pareto prior on 7)

o 2.203 £ .364 2.201 £+ .392 2.189 + 410

8 311 +£.099 292 £+ 141 311 £ .108

y —.000974 + .000437  -.000911 + .000615 -.000999 + .000450

o

D

.268 .266 + .088 .286 + .083
eviance - 18.89 + 6.26 18.02 £+ 5.90
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6 Equiv: bioequivalence and missing data in a cross-over trial

The table below shows some data from a two-treatment, two-period crossover trial to compare 2
tablets A and B, as reported by Gelfand et al. (1990).

Subject 7 | Sequence seq Period 1 Tj;; Period 2 T
1 AB 1 1.40 1 1.65 2
2 AB 1 1.64 1 1.57 2
3 BA -1 1.44 2 1.58 1
8 AB 1 1.25 1 1.44 2
9 BA -1 1.25 2 1.39 1
10 BA -1 1.30 2 1.52 1

The response Yj; from the ith subject (i = 1,...,10) in the kth period (k = 1,2) is assumed to be
of the form

Yir. ~ N(mig,71)
_ Tik—1¢ k—1T ]
mig = p+ (1) §+(—1) =+

2
4 ~ N(0,72)
where T;;, = 1,2 denotes the treatment given to subject ¢ in period k, u, ¢, m are the overall mean,
treatment and period effects respectively, and §; represents the random effect for subject 7. The

graph of this model is shown in Figure 9.

Two methods of analysis are shown. The first exploits the transformation used by Gelfand et al.
(1990) which essentially integrates out the random effects:

Y+ Yo

Yi — Yo T+ seq ¢
—_ N(——,2
2 ()
where seq = 1 for sequence AB, —1 for sequence BA, and 73 = 1= +27‘2 ! The BUGS code is given

on the next page. The fixed effects u, m and ¢ are given vague normal priors, and the precisions
are all given gamma(.001,.001) with the constraint that 73 < 74.

ONIONORO
@Q@

N
AN

el

patient i

Figure 9: Graphical model for equiv example
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Model specification for equiv example

model equiv;

const
N = 10, # number of patients
P=2; # number of periods
var
Y[N,P], # response for patient i in period k
m[N,P], # expected response for patient i in period k
T[N,P], # treatment for patient i in period k
seq[N], # sequence (1=AB; -1=BA)
Y.mean[N], # individual means
Y.diff[N], # individual differences
mu.diff [N], # expectations of individual differences
mu, # overall mean
phi, # treatment effect (log scale)
theta, # treatment effect
equivalence, # 1 if effect between 0. and 1.2
pi, # period effect
d[N], # subject random effect
taul,tau2,tau3, # precisions
sigmal,sigma2, # s.d.
sigma3;

data seq, T, Y in "equiv.dat";
# data seq, T, Y in "equivmiss.dat";
inits in "equiv.in";

{

# Transformed model

#

# for (i in 1:N) {

# Y.mean[i] <- mean(Y[i,]);

# Y.diff[i] <- (Y[i,1] - Y[i,2]1)/2;

# Y.diff[i] ~ dnorm(mu.diff[i], taul);
# mu.diff[i] <- . * pi + seql[i] * phi /2;
# Y.mean[i] ~ dnorm(mu, tau3);

# 2

# taul ~ dgamma(0.001, 0.001) (tau3,);

# sigmal <- sqrt(2/taul);

# tau3 ~ dgamma(0.001, 0.001) (,taul);

# sigma3 <- sqrt(2/taud);

# sigma2 <- sqrt(1/tauld - 1/taul);
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# riginal model
for (i in 1:N) {
d[i] ~ dnorm(0,tau2);
for (k in 1:P){
Y[i,k] =~ dnorm(m[i,k], taul);
m[i,k] <- mu + pow(-1, T[i,k]-1)* phi /2 +
pow(-1, k-1)* pi /2 + d[i]

# Subject random effect

}
taul ~ dgamma(0.001, 0.001);
tau2 ~ dgamma(0.001, 0.001);

sigmal <- sqrt(1/taul);
sigma2 <- sqrt(1/tau2);

pi ~ dnorm(0, 1.0E-06);

phi ~ dnorm(O, 1.0E-06);

mu ~ dnorm(0, 1.0E-06);

theta <- exp(phi);
# 1 if 0. < theta < 1.2

equivalence <- step(theta - 0. ) - step(theta - 1.2);
}

e note the use of initial transformations, the symmetric use of the (taul[3],) construction to
specify the inequality between 73 and 71. e also use the step function to indicate whether
lies between .8 and 1.2, which traditionally determines bioequivalence.

=€

Gelfand et al. (1990) also report the effect of removing observations Yi1,Y35,Y o from the data.
This is easily achieved by substituting NA for their values in the data file.

Analysis
5000 iterations took between 3 and 15 seconds after a 500 iteration burn-in. The results are shown
below.
antity ransformed ri inal Missin
—e .99 (0.05) .99 (0.05) .98 (.07)
(8< <12 .999 - .999 - .989 -
oul .10 (.03) A1 (.03) .14 (.04)
09 .15 (.05) .14 (0.05) .13 (.06)
Y11 (1.40) 1.38 (0.19)
Y32 (1.58) 1.57 (0.18)
Yo (1.31) 1.43 (0.20)

e note that our conclusions, that the treatments are extremely similar, are substantially different
from those of Gelfand et al. (1990) who concluded that the probability of bioequivalence was small.
owever, we are inclined to believe our results in view of the fact that the average responses under
the two treatments are very close (1.432 and 1.440), and our predictions of the missing data points

are better than those shown in Gelfand et al. (1990).
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: variance components model

Box and Tiao (1973) analyse data first presented by Davies (1967) concerning batch to batch
variation in yields of dyestuff. The data (shown below) arise from a balanced experiment whereby
the total product yield was determined for 5 samples from each of 6 randomly chosen batches of
raw material.

ield in rams

1545 1440 1440 1520 1580
1540 1555 1490 1560 1495
atc 1595 1550 1605 1510 1560
1445 1440 1595 1465 1545
1595 1630 1515 1635 1625
1520 1455 1450 1480 1445

The object of the study was to determine the relative importance of between batch variation versus
variation due to sampling and analytic errors. n the assumption that the batches and samples vary
independently, and contribute additively to the total error variance, we may assume the following
model for dyestuff yield:

yij ~ Normal(u;,7 ;i ;)
i ~ Normal( ,7 )

where y;; is the yield for sample of batch ¢, y; is the true yield for batch ¢, 7 ; ; is the inverse
of the within-batch variance 02i ; (i e the variation due to sampling and analytic error), is the

true average yield for all batches and 7 is the inverse of the between-batch variance o
The total variation in product yield is thus 6> =02, , +0? , and the relative contributions
of each component to the total variance are ; ; = 021- ; 0?2 and = o2 o?

e assume standard non-informative priors for , 7 ; ; and 7

The graph for this model is shown in Figure 10 and the essentials of the BUGS code are given below.

T between

iy
Sl

sample |

batch i

Figure 10: Graphical model for the dyes example
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yes: model specification in BUGS

for (i in 1:BAT ES) {
for (j in 1:SA P ES) {
y[i,j] ~ dnorm(mul[il], tau.within);
}
mu[i] ~ dnorm(theta, tau.between);

}

theta ~ dnorm(0.0, 1.0E-10);
tau.within ~ dgamma(0.001, 0.001); sigma2.within <- 1/tau.within
tau.between ~ dgamma(0.001, 0.001); sigma2.between <- 1/tau.between

sigma2.total <- sigma2.within + sigma2.between;
f.within <- sigma2.within/sigma2.total;
f.between <- sigma2.between/sigma2.total;

Note that the above model formulation uses the concept of hierarchical centering (Gelfand et al.,
1995) (see Section Parameterisation in the BUGS manual version 0.5). Box and Tiao use a different
parameterisation given below

Yij = + i+ 4
Var( ij) = 022’ i
Var( ;) = o’

A literal translation of this parameterisation into the BUGS language would lead to the following
declaration

y[i,j] <- theta + b[i] + wl[i,j];

owever, it does not make sense to declare y[i,j] as a deterministic node in BUGS since the values
of y[i,j] are already known and are read in from the data file. nstead, we could use the following
representation:

for (i in 1:BAT ES) {
for (j in 1:SA P ES) {
y[i,j] ~ dnorm(mul[i], tau.within);

}
mu[i] <- theta + b[il;
bl[i] ~ dnorm(0.0, tau.between);

}

The above model formulation should yield parameter estimates equivalent to those obtained using
the hierarchically centered model, and is generally the form used in our examples.

After a 5000 iteration burn-in, a further 50000 iterations took 19 seconds. (Note that a relatively
long run was required because of the high autocorrelation between successively sampled values of
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some parameters. Such correlations reduce the effective size of the posterior sample, and hence
a longer run is needed to ensure su cient precision of the posterior estimates). The posterior
means, medians and 95% intervals for selected quantities are shown below. Note that the posterior
distribution for o2 has a very long upper tail: hence the posterior mean is considerably larger
than the median. Also shown are the Box and Tiao (B T) estimates of 0, ;, and o obtained
by classical analysis of variance. ere, o2 is estimated by the difference of the between- and
within-batch mean squares divided by the number of batches—1. n cases where the between-batch
mean square  within-batch mean square, this leads to the unsatisfactory situation of a ne ative
variance estimate. omputing a confidence interval for o2 is also di cult using the classical

approach due to its complicated sampling distribution.

BUGS
mean median estimate

1528 1528 (1483,1572) -
o2, . | 2991 2760 (1551, 5736) 2451
o? 2376 1393  (0.013, 10694) 1764
0.35 0.35 (0.00, 0.82) -

e note that there is minimal information in the data concerning o , and hence there will be
considerable sensitivity to the prior chosen.
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S a : robust and ridge regression

Birkes and Dodge (1993) apply different regression models to the much-analysed stack-loss data
of Brownlee (1965). This features 21 daily responses of stack loss (y), the amount of ammonia
escaping, with covariates being air ow (1), temperature (z2) and acid concentration (z3). Part
of the data is shown below.

Day Stack lossy air ow z;, temperature zo acid z3

1 42 80 27 89
2 37 80 27 88
21 15 70 20 91

e first assume a linear regression on the expectation of y, with a variety of different error struc-
tures. Specifically

pi = B+ atPitPsas
y; ~ Normal(u;, 7)

y; ~ Double exp(u;, 7)

y; ~ Logistic(u;, 1)

yi ~ T, )

where ;; = (z;j — T ;) s (x ;) are covariates standardised to have zero mean and unit variance.
01, P2, B3 are initially given independent “noninformative” priors.

aximum likelihood estimates for the double expontential (Laplace) distribution are essentially
equivalent to minimising the sum of absolute deviations (LAD), while the other options are alter-
native heavy-tailed distributions. A on 4 degrees of freedom has been chosen, although with more
data it would be possible to allow this parameter also to be unknown.

e also consider the use of ridge regression , intended to avoid the instability due to correlated
covariates. This has been shown (Lindley and Smith, 1972) to be equivalent to assuming the
regression coe cients of the standardised covariates to be exchangeable, so that

B; ~ Normal(0,¢), =1,2,3.

n the following example we extend the work of Birkes and Dodge (1993) by applying this ridge
technique to each of the possible error distributions.

Birkes and Dodge (1993) suggest investigating outliers by examining residuals Y; — p; greater than
2.5 standard deviations. e can calculate standardised residuals for each of these distributions,
and create a variable outlier[i] taking on the value 1 whenever this condition is fulfilled. ean
values of outlier[i] then show the confidence with which this definition of outlier is fulfilled.

The appropriate graph for the ridge regression model is shown in Figure 11.

The following BUGS code will fit all the necessary models by changing the lines that are commented
out: the version shown here fits a ridge regression for logistic errors.
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Stacks: model specification in



BUGS examples Vol 1

«--—---- P Zij

i predictor j

29



30

E il: repeated measures on Poisson counts

Breslow and layton (1993) analyse data initially provided by Thall and Vail (1990) concerning
seizure counts in a randomised trial of anti-convulsant therpay in epilepsy. The table below shows

the successive seizure counts for 59 patients. ovariates are treatment (0,1), 8-week baseline seizure
counts, and age in years.

Patient Y7 Yo Y3 Y Trt Base Age
1 5 3 3 3 0 11 31
2 3 5 3 3 0 11 30
3 2 4 0 5 0 6 25
8 40 20 21 12 52 42
9 5 6 6 5 0 12 37

59 1 4 3 2 1 12 37

]

e consider models  and of Breslow and layton (1993), in which Base is transformed to
log(Base 4) and Age to log(Age), and a Treatment by log(Base 4) interaction is included. Also
present are random effects for both individual subjects ( 1;) and also subject visit random effects
( jx) to model extra-Poisson variability within subjects. V4 is an indicator variable for the 4th

visit.  odel is given below: model is the same but without the ;; random effect for each
count.

yjk ~ Poisson(u;i)
logpujr = a +a log(Base; 4) + ar Trt;
a rTrtjlog(Base; 4) +a  Age;+a Vip+ 1+ j
1; ~ Normal(0,7 1)
jk ~ Normal(0,7 ).

oe cients and precisions are given independent “noninformative” priors. The appropriate graph

is shown in Figure 12
()
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Figure 12: Graphical model for epil example, using odel  of Breslow and layton (1993)
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Model specification for epil example

model epil3;

const

N = s # number of patients

T = 4; # number of clinic visits
var

y[N,T], mu[N,T], b1[N], b[N,T], Base[N], log.Base4[N], Trt[N],
Age[N], log.Age[N], 4[T], BT[N], alpha.Base, alpha.Trt,
alpha.Age, alpha. 4, alpha.BT, alphaO, a0, log.Base4.bar, Trt.bar,
log.Age.bar, 4.bar, BT.bar, tau.bl, tau.b, sigma.bl, sigma.b;
data y in epily.dat , Trt,Base,Age in epilcov.dat , 4 in epilvé4.dat ;
inits in epil.in ;

for(j in 1:N)
for(k in 1:T)

log(mu[j,k]) <- a0 + alpha.Base * (log.Base4[j]l-log.Base4.bar)
+ alpha.Trt * (Trt[j]-Trt.bar)
+ alpha.BT * (BT[j] - BT.bar)
+ alpha.Age * (log.Agel[j]l-log.Age.bar)
+ alpha. 4 * ( 4[k] - 4.bar)
+ b1[j1 + blj,k1;

y[j,k] ~ dpois(mulj,k]);

blj,k] ~ dnorm(0.0,tau.b); # subject*visit random effects
}
b1[j] ~ dnorm(0.0,tau.bl); # subject random effects
BT[;] <- Trt[j] * log.Base4[j]; # interaction

log.Base4[j] <- log(Base[jl1/4); log.Agel[j]l <- log(Agel[jl);
}
# covariate means:
log.Age.bar <- mean(log.Agel[]);

Trt.bar <- mean(Trt[]);
BT.bar <- mean(BT[]);
log.Base4.bar <- mean(log.Base4[]);
4 .bar <- mean( 4[1);
# priors:
a0 ~ dnorm(0.0,1.0E-4);
alpha.Base  dnorm(0.0,1.0E-4);
alpha.Trt ~ dnorm(0.0,1.0E-4);
alpha.BT ~ dnorm(0.0,1.0E-4);
alpha.Age ~ dnorm(0.0,1.0E-4);
alpha. 4 ~ dnorm(0.0,1.0E-4);
tau.bl ~ dgamma(1.0E-3,1.0E-3); sigma.bl <- 1.0/sqrt(tau.bl);
tau.b ~ dgamma(1.0E-3,1.0E-3); sigma.b <- 1.0/sqrt(tau.b);

# re-calculate intercept on original scale:
alpha0 <- a0 - alpha.Basex*log.Base4.bar - alpha.Trt*Trt.bar
- alpha.BT*BT.bar - alpha.Agexlog.Age.bar - alpha. 4% 4.bar;
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Note that in the BUGS code we have standardized each covariate about its mean to ensure approx-
imate prior independence between the regression coe cients.  ithout this parameterization we
have found severe convergence problems.

Analysis

For both models, a burn-in of 3000 iterations was followed by a further 6000 iterations. This took
approximately 15 minutes for model and 30 minutes for model , showing the relative slowness
of handling models of this sort. The results may be compared with those of Breslow and layton
(1993).

PQL BUGS PQL BUGS
variable coeff + S coeff £ S coeff £ S coeff £ S
1 e e ect
constant -1.25 +£1.2 -1.46 £1.29 | -1.27 £ 1.2 -1.44 + 1.25
Base 87+ .14 .85 + .11 .86 + .13 91 + .13
Trt -91 + 41 -1.10 &£ .32 | -.93 + .40 -.89 4+ 42
Base x Trt | .33 £+ .21 43 + .17 34 + .21 31+ .21
Age 47 + .36 .54 + .35 47 + .35 A48 + .37
V4 -.16 £+ .05 -.16 £+ .06 -.10 £+ .09 -.11 4+ .09
ect level an e ect
o1 .53 £+ .06 .54 + .07 .48 + .06 .50 £+ .07
nit level an e ect
o .36 + .04 37 + .04
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1 : random e ects meta-analysis o clinical trials

arlin (1992) considers a Bayesian approach to meta-analysis, and includes the following examples
of 22 trials of beta-blockers to prevent mortality after myocardial infarction.

t dy Mortality: deat s total

eate nt 1
1 3 38 3 39
2 7 114 14 116
3 5 69 11 93
4 102 1533 127 1520
20 32 209 40 218
21 27 391 43 364
22 22 680 39 674

n a random effects meta-analysis we assume the true effect (on a log-odds scale) §; in a trial 7 is
drawn from some population distribution. Let , denote number of events in the control group in

trial 4, and I denote events under active treatment in trial . ur model is:

)

~ Binomial( ; ,

(2 (2 7
I~ Binomial( }, })
logit( ;) Hi
logit( ;) = pi+di
d; ~ Normal( ,7).
“Noninformative” priors are given for the ys. 7 and . The graph for this model is shown in
Figure 13. e want to make inferences about the population effect , and the predictive distribution
for the effect 6  in a new trial. 1 ical a e methods estimate and 7 by maximum likelihood
and use these estimates to form the predictive distribution (4§ ,7). Il a e allows for the

uncertainty concerning and 7.

l

d

trial i

Figure 13: Graphical model for blocker example
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Model specification for blocker example
model blocker;

const
Num=22; # Number of studies

var
rt [Num], nt[Num], rc[Num], nc[Num],
pc [Num] , pt[Num], mu[Num], delta[Num],
d, tau, sigma, delta.new;

data rt, nt, rc, nc in blocker.dat ;
inits in blocker.in ;

for (i in 1:Num)
rt[i] “ dbin(pt[i] ,nt[i]);
rc[i] “ dbin(pc[i] ,nc[il);
logit(pc[il) <- mul[i];
logit(pt[i]) <- mu[i] + deltalil;

deltalil ~ dnorm(d,tau);
mu[i] ~ dnorm(0.0,1.0E- );
}
d ~ dnorm(0.0,1.0E-6);
tau ~ dgamma(1.0E-3,1.0E-3);

sigma <- 1/sqrt(tau);
delta.new ~ dnorm(d,tau);

}

Analysis

A simple BUGS run of 1000 iterations took 23 seconds and gave the following results which may be

compared to those of arlin (1992).

arlin BUGS
variable coeff £ S coeff £ S
population mean ( ) | -.243 + .071 -.259 + .056
new study (6 ) -.245 £ .203 -.263 + .119
scale (o) - .096 + .057

ur estimates are lower and with tighter precision - in fact similar to the values obtained by arlin
for the empirical Bayes estimator. The discrepancy appears to be due to arlin s use of a uniform
prior for ¢2 in his analysis, which will lead to increased posterior mean and standard deviation for

, as compared to our (approximate) use of (02) 1 o2 (see his Figure 1).
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n some circumstances it might be reasonable to assume that the population distribution has heavier
tails, for example a  distribution with low degrees of freedom. This is easily accomplished in BUGS
by using the dt distribution function instead of dnorm for § and § . The BUGS code, for a
distribution on = 4 degrees of freedom, is given in blockert.bug, and the essential shown below.

for (i in 1:Num)

deltali] ~ dt(d,tau,4);

mu[i] ~ dnorm(0.0,1.0E- );
}
d ~ dnorm(0.0,1.0E-6);
delta.new ~ dt(d,tau,4);

A 1000 iteration run produced an estimate for of -.241 (SD .072), for §  of -.230 (SD .180) and
for sigm of 0.102 (SD .056), showing little in uence in allowing the different shaped distribution,
since there are no outlying studies.

t is possible to treat the degrees of freedom parameter as an additional unknown random variable
in the model. This is most easily accomplished by specifying to be a discrete variable. For example,
let take values 2,4,6,8,10,12,15,20,30 or 50. e then assume a uniform prior over the possible
categories. That is, each value of is given equal prior probability = 1 number of categories. The
BUGS code is given in blockht.bug, and is shown on the next page.

Analysis

2000 iterations took 67 seconds, after a burn-in of 2000 iterations (note that we have used a longer
burn-in than usual, since the degrees of freedom parameter typically converges quite slowly). This
produced the following estimates: =-.256 (SD .062) 6 = -.260 (SD .149) o = .095 (SD .054),
and = 10.300 (SD 4.746). A distribution on = 10.3 degrees of freedom has a slightly heavier
tail than Normal.  owever, the estimates of and ¢ are very similar to those obtained by
assuming a Normal population prior for the true treatment effects in each study, suggesting that
allowing the different shaped distribution has little in uence.

The number of categories and choice of values for is somewhat arbitary. This can in uence the
resulting estimates since there is generally little information in the data concerning the value of

e have found that a prior which places greater weight on low degrees of freedom, but also
includes values large enough to give an approximately Normal distribution (e = 30, 50) works
best. Some fine-tuning may be necessary to ensure that jumps between successive values of
are small enough to ensure that the sampler does not get stuck on a single value for hundreds of
iterations. n addition, it is not necessary to assume equal prior probabilities for each category of
(see Verdinelli and assweman (1991) for example). Note that assuming a ¢ ntin distribution
for would lead to a non log-concave full conditional distribution which BUGS is currently unable
to sample from  see the ugongs example for further details of this type of problem.
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Model specification for blockht example

model blockht;

const

Num=22, # Number of studies

Nbins=10; # Number of categories for v
var

rt [Num], nt[Num], rc[Num], nc[Num], pc[Num],
pt [Num] , mu[Num], delta[Num], d, tau, sigma,
delta.new, v, etal[Nbins], k, prior[Nbins];

data rt, nt, rc, nc in blocker.dat ;
inits in blocker.in ;

for (i in 1:Num)
rt[i] “ dbin(pt[i] ,nt[i]);
rc[i] “ dbin(pc[i] ,nc[il1);
logit(pc[i]l) <- mu[i];
logit(pt[i]) <- mul[i] + deltalil;
deltali] ~ dt(d,tau,v);
mul[i] ~ dnorm(0.0, 1.0E- );

}

delta.new ~ dt(d,tau,v);

d ~ dnorm(0.0,1.0E-6);

tau ~ dgamma (1.0E-3,1.0E-3);

sigma <- 1/sqrt(tau);

for (n in 1:Nbins)

prior[n] <- 1/Nbins; # Uniform prior on v
}
k ~ dcat(prior[]);
v <- etalk]; # degrees of freedom for t

# Specify values taken by v: note that these
# could be included in the data file instead

etal[l] <- 2; etal[2] <- 4; etal[3] <- 6;
etal[4] <- ; etal ] <- 10 etal[6] <- 12;
etal ] <- 1 ; etal[ ] <- 20; etal ] <- 30;
etal[10] <- 0;
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: smoot ts to log-odds ratios in case-control studies

Breslow and layton (1993) re-analyse 2 2 tables of cases (deaths from childhood cancer) and
controls tabulated against maternal exposure to -rays, one table for each of 120 combinations of
age (0-9) and birth year (1944-1964). The data may be arranged to the following form.

trata Xpos re: rays total
ae nt | age year-1954
1 328 0 28 9 -10
120 7 32 1 32 1 10

Their most complex model is equivalent to expressing the log(odds-ratio) ; for the table in stratum
1 as
log ; = a4 Piyear; + Po(year? —22) + ;
i ~ Normal(0, 7).

They use a quasi-likelihood approximation of the full hypergeometric likelihood obtained by con-
ditioning on the margins of the tables.

e let , denote number of exposures among the ; controls in stratum 4, and | denote number

of exposures for the | cases. The we assume

~ Binomial( ;, ;)

i

'~ Binomial( }, })
logit( ;) = u
logit( ;) = pi+log

Assuming this model with independent vague priors for the u; s provides the correct conditional
likelihood. The appropriate graph is shown in Figure 14.

\\\ \ !
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Figure 14: Graphical model for oxford example
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xford: model specification
model oxford;

const
=120; # Number of strata

var
ri[ ], ni[ 1, rO[ 1, nO[ J],year[ 1,
pil[ 1, pOL 1, mu[ 1, logPsil 1, b[ 1,
alpha, betal, beta2, sigma, tau;

data r1,n1,r0,n0,year in oxford.dat ;
inits in oxford.in

for (i in 1: )
r0[il “ dbin(p0[i] ,n0[il);
ri[i] ~ dbin(p1[il,n1[i]);
logit(pO[i]) <- mul[il;
logit(p1[il) <- mu[i] + logPsil[il;
logPsi[i] <- alpha + betalxyear[i]
+ beta2*(pow(year[i],2)-22) + b[il;
blil ~ dnorm(0,tau);
mu[i] ~ dnorm(0.0,1.0E-6)

alpha ~ dnorm(0.0,1.0E-6);
betal ~ dnorm(0.0,1.0E-6);
beta2 ~ dnorm(0.0,1.0E-6);

tau ~ dgamma(1.0E-3,1.0E-3);
sigma <- 1/sqrt(tau);

}

Analysis

A simple BUGS run took 3 minutes for 1000 iterations after a 500 iteration burn-in. The comparison
with the PQL fit of Breslow and layton (1993) is as follows.

PQL BUGS
variable coeff + S coeff + S
constant («) .566 + .070 .580 + .061
year (1) ~.0469 + .0167 -.0471 + .016
year? — 22(32) | .0071 £ .0033 -.0070 + .0030
scale (o) 15 £ .10 13 + .06
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S : latent variable models or item-response data

Section 6 of the Law School Aptitude Test (LSAT) is a 5-item multiple choice test students score 1
on each item for the correct answer and 0 otherwise, giving =32 possible response patterns. Boch
and Lieberman (1970) present data on LSAT for =1000 students, part of which is shown below.

attern index | tem response pattern | re m
1 00000 3

2 00001 6

3 00010 2

30 11101 61

31 11110 28

32 11111 298
Total 1000

The above data may be analysed using the one-parameter asch model (see Andersen (1980),
pp.253-254 Boch and Aitkin (1981)). The probability ,; that student responds correctly to
item k is assumed to follow a logistic function parameterized by an item di culty or threshold
parameter oy and a latent variable ; representing the student s underlying ability. The ability
parameters are assumed to have a Normal distribution in the population of students. That is:

logit( jk) = j — Qk, = 1, ceey 1000 k = 1, ...,5

j ~ Normal(0,7)
The above model is equivalent to the following random effects logistic regression:

logit( jk) = ﬂ j— (678 = 1, ceey 1000 k = 1, ...,5
j ~ Normal(0,1)
where 3 corresponds to the scale parameter (1) of the latent ability distribution. e assume
a half-normal distribution with small precision for # this represents vague prior information but
constrains 3 to be positive. Standard vague normal priors are assumed for the ay s. Note that the
location of the oy s depend upon the mean of the prior distribution for ; which we have arbitrarily
fixed to be zero. Alternatively, Boch and Aitkin ensure identifiability by imposing a sum-to-zero
constraint on the o s. ence we calculate j = oy — @ to enable comparision of the BUGS posterior
parameter estimates with the Boch and Aitkin marginal maximum likelihood estimates.

Boch and Aitkin compute the following likelihood ratio chi-square statistic (deviance) for testing
the assumed model against a general multinomial alternative

2 = 2 m; log
il ¢
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