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Why should we work on experimental design?

• Data are easier to analyze when the studies are well designed

• Experimental design currently is hard to use for real problems

• Decision-making happens everywhere, and inference is now fast

Either the theoreticians have got hold of the wrong problem, or the 
practising triallists have shown a culpable lack of awareness of relevant 
theoretical developments, or both. In any case, the situation does not 
reflect particularly well on the statistical community. –Armitage 1985

To consult the statistician after an experiment is finished is often 
merely to ask him to conduct a post mortem examination. He can 
perhaps say what the experiment died of. –-R.A. Fisher 1938



Motivation: statistics to design experiments

• Experiments are costly, take time, and there are a lot of them

• Statistics and machine learning can help sort through the high dimensional 
space of possible experiments

• Experiment space: which single cell RNA-seq sample to sequence?

• Goal may be to optimize number of distinct cell types with a budget

• We explore a set of sequential decision making methods



Experimental design method: Multi-armed bandits
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Experimental assumptions in this talk

• Rewards are binary (yes/no) and immediate;

• There are possibly a large number of arms;

• Experiments are conditionally independent;

• Experiments are sequential (or ``mini-batch’’ sequential);

• Exploration won’t kill a patient.

We assume that:

Contrast with Gittins index assumptions, where rewards across time included and a time horizon is considered.
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Perform experiment;
receive reward Update 

Select arm given 



Contextual multi-armed bandits with binary rewards

• Context xt,a captures information 
about arms or experiments

Perform experiment;
receive reward Update 

Select arm given 



Contextual multi-armed bandits with binary rewards

• Context xt,a captures information 
about arms or experiments

• Reward rt,at is binary Perform experiment;
receive reward Update 

Select arm given 



Contextual multi-armed bandits with binary rewards

• Context xt,a captures information 
about arms or experiments

• Reward rt,at is binary

• Predict expected rewards for each
arm using logistic regression: reward 
as response and context as predictors

Perform experiment;
receive reward Update 

Select arm given 



Contextual multi-armed bandits with binary rewards

• Data:

• Likelihood: 

• Prior: 

• Posterior:

• Maximize expected reward:  



Likelihood (or expected reward) is logistic regression

[Cox 1958]
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Contextual multi-armed bandits with binary rewards



Two concepts to introduce: regret and an oracle

• Regret: the expected difference between the actual rewards and the rewards 
had the optimal arm been played

•Oracle: the optimal choice of arm at every iteration to maximize rewards in 
expectation (“true” parameters known)

DUMITRASCU, FENG, & ENGELHARDT

Formally, let Dt be the set of triplets (xi,ai , ai, ri) for i = 1, . . . , t representing the past t
observations of the contexts, the actions chosen, and their corresponding rewards. The objective
of the learner is to minimize the cumulative regret given Dt�1 after a fixed budget of t steps. The
regret is the expected difference between the optimal reward received by always playing the optimal
arm a⇤ and the reward received following the actual arm choices made by the learner.

rt =
tX

i=1

h
µ(x>

i,a⇤✓
⇤)� µ(x>

i,ai✓
⇤)
i

(1)

The parameter ✓ is reestimated after each round t using a generalized linear model estimator (Filippi
et al., 2010),

The point estimate of the coefficient at round t, ✓t, can be computed using approaches for online
convex optimization (Hazan et al., 2007, 2014). However, these approaches scale exponentially
with the context dimension d, leading to computationally intractable solutions for many real world
contextual logistic bandit problems (Hazan et al., 2014; McMahan and Streeter, 2012).

2.2 Thompson Sampling for Contextual Logistic Bandits

TS provides a flexible and computationally tractable framework for inference in contextual logistic
bandits. TS for the contextual bandit is broadly defined in Bayesian terms, where a prior distribution
p(✓) over the parameter ✓ is updated iteratively using a set of historical observations Dt�1 =
{(xi,ai , ai, ri)|i = 1, . . . , t � 1}. The posterior distribution p(✓|Dt�1) is calculated using Bayes’
rule and is proportional to the distribution

Qt�1
i=1 p(ri|ai,xi,ai ,✓)p(✓). A random sample ✓t is drawn

from this posterior, corresponding to a stochastic estimate of ✓⇤ after t steps. The optimal arm is
then the arm offering the highest reward with respect to the current estimate ✓t. In other words,
the arm with the highest expected reward is chosen according to a probability p(at = a|✓t,Dt�1),
which is expressed formally as

Z
Amax

t (✓t)

⇣
E[rt|a,xt,a,✓t]

⌘
p(✓t|Dt�1)d✓t, (2)

where Amax
t (✓t) is the set of arms with maximum rewards at step t if the true parameter were ✓t.

After t steps, the joint probability mass function over the rewards r1, r2, . . . , rt observed upon
taking actions a1, a2, . . . , at is

Qt
i=1 p(ri = 1|ai,xi,a,✓i) or

tY

i=1

µ(x>
i,ai✓i)

ri [1� µ(x>
i,ai✓i)]

1�ri , (3)

where ✓1,✓2, . . . ,✓t are the estimates of ✓⇤ at each trial up to t.
In the case of logistic regression for binary rewards, the posterior derived from this joint prob-

ability is intractable. Laplace-TS 2 addresses this issue by approximating the posterior with a
multivariate Gaussian distribution with a diagonal covariance matrix following a Laplace approxi-
mation. The mean of this distribution is the maximum a posteriori estimate and the inverse variance
of each feature is the curvature (Filippi et al., 2010).

Laplace approximations are effective in finding smooth densities peaked around their posterior
modes, and are thus applicable to the logistic posterior, which is strictly exp-concave (Hazan et al.,
2007). This approach has shown superior empirical performance versus UCB algorithms (Chapelle
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Example: recommending news articles on nytimes.com

• Context xt,a captures information about articles
(arms) or users (experiments);

• Reward rt,at records whether or not user clicked 
through on article (yes or no);

• Goal is to select articles for user such that user 
clicks more frequently;

• Must use context because every article (arm) will 
only be shown to user once.



Example: Recommendation systems

Experiment: female, liberal, northeastern 
US, statistically literate, mother, higher 
education, climate change, artificial 
intelligence, minorities, technology, 
immigration, book reviews, op-eds.

Context: technology, northeastern US

Context: climate change, California
Context: Trump, economics, corporations

Context: liberal, election, southern US

Context: Lifestyle, southern US, minorities

Context: Trump, immigration



Parameter selection as a Bayesian: Thompson sampling

[Thompson 1933]

Perform experiment;
receive reward Update 

Select arm given 
(MAP estimate)



Parameter selection as a Bayesian: Thompson sampling

[Polson et al. 2012; Linderman et al. 2015]

• In practice, we add Polya—Gamma augmentation and perform full, exact posterior 
inference using Gibbs sampling

• PG-TS: 1000 iterations of burn-in; one iteration of Gibbs sampling at each 
experiment

• PG-TS-stream: 0 iterations of burn-in; one iteration of Gibbs sampling at each 
experiment



Selecting arms as a practical Bayesian: Laplace approximation

Laplace approximation to estimate posterior of logistic regression; MAP selection for arm.

Perform experiment;
receive reward Update 

Select arm given 

[Chapelle et al. 2011]

(MAP estimate)



Alternative: using a point estimate of the regression parameters
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[Filippi et al. 2010]



Selecting arms as a frequentist: Upper confidence bounds 

• Broad goal is to minimize regret:

•With a point estimate of parameter and uncertainty, select arm

• Upper confidence bounds (UCB): choose optimal arm according to confidence 
bounds on expected rewards: “optimism in the face of uncertainty”

• UCB has strong theoretical guarantees; UCB-GLM expands to logistic 
regression

DUMITRASCU, FENG, & ENGELHARDT

Formally, let Dt be the set of triplets (xi,ai , ai, ri) for i = 1, . . . , t representing the past t
observations of the contexts, the actions chosen, and their corresponding rewards. The objective
of the learner is to minimize the cumulative regret given Dt�1 after a fixed budget of t steps. The
regret is the expected difference between the optimal reward received by always playing the optimal
arm a⇤ and the reward received following the actual arm choices made by the learner.

rt =
tX

i=1

h
µ(x>

i,a⇤✓
⇤)� µ(x>

i,ai✓
⇤)
i

(1)

The parameter ✓ is reestimated after each round t using a generalized linear model estimator (Filippi
et al., 2010),

The point estimate of the coefficient at round t, ✓t, can be computed using approaches for online
convex optimization (Hazan et al., 2007, 2014). However, these approaches scale exponentially
with the context dimension d, leading to computationally intractable solutions for many real world
contextual logistic bandit problems (Hazan et al., 2014; McMahan and Streeter, 2012).

2.2 Thompson Sampling for Contextual Logistic Bandits

TS provides a flexible and computationally tractable framework for inference in contextual logistic
bandits. TS for the contextual bandit is broadly defined in Bayesian terms, where a prior distribution
p(✓) over the parameter ✓ is updated iteratively using a set of historical observations Dt�1 =
{(xi,ai , ai, ri)|i = 1, . . . , t � 1}. The posterior distribution p(✓|Dt�1) is calculated using Bayes’
rule and is proportional to the distribution

Qt�1
i=1 p(ri|ai,xi,ai ,✓)p(✓). A random sample ✓t is drawn

from this posterior, corresponding to a stochastic estimate of ✓⇤ after t steps. The optimal arm is
then the arm offering the highest reward with respect to the current estimate ✓t. In other words,
the arm with the highest expected reward is chosen according to a probability p(at = a|✓t,Dt�1),
which is expressed formally as

Z
Amax

t (✓t)

⇣
E[rt|a,xt,a,✓t]

⌘
p(✓t|Dt�1)d✓t, (2)

where Amax
t (✓t) is the set of arms with maximum rewards at step t if the true parameter were ✓t.

After t steps, the joint probability mass function over the rewards r1, r2, . . . , rt observed upon
taking actions a1, a2, . . . , at is

Qt
i=1 p(ri = 1|ai,xi,a,✓i) or

tY

i=1

µ(x>
i,ai✓i)

ri [1� µ(x>
i,ai✓i)]

1�ri , (3)

where ✓1,✓2, . . . ,✓t are the estimates of ✓⇤ at each trial up to t.
In the case of logistic regression for binary rewards, the posterior derived from this joint prob-

ability is intractable. Laplace-TS 2 addresses this issue by approximating the posterior with a
multivariate Gaussian distribution with a diagonal covariance matrix following a Laplace approxi-
mation. The mean of this distribution is the maximum a posteriori estimate and the inverse variance
of each feature is the curvature (Filippi et al., 2010).

Laplace approximations are effective in finding smooth densities peaked around their posterior
modes, and are thus applicable to the logistic posterior, which is strictly exp-concave (Hazan et al.,
2007). This approach has shown superior empirical performance versus UCB algorithms (Chapelle
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Selecting arms as a frequentist: Upper confidence bounds 

Upper confidence bounds (UCB): choose optimal arm according to confidence 
bounds on expected rewards: “optimism in the face of uncertainty”
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Multi-armed bandits: how do they work in simulations?
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TS with Gibbs sampling vs TS with Laplace approximation

Note the different scales on the y-axes



TS with Gibbs sampling vs TS with Laplace approximation

Gibbs sampling Laplace approximation



Thompson sampling with Gibbs vs UCB and Laplace

Forest cover problem

[Filippi et al. 2010]



Moving to RNA-sequencing: Rethinking rewards

• Cell Atlases are expensive and hard to 
coordinate across species, cells, tissues, 
organs, diseases, technologies, and labs

• Motivated by the Mouse Cell Atlas:
• 400,000 single cells assayed by RNA-

sequence
• 40 distinct tissues and organs
• four developmental time points

[Han et al. 2018]
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Moving to RNA-sequencing: Rethinking rewards

• Goal: to allow coordination across 
samples from cell types

• Motivation: mouse cell atlas, optimizing 
choice of tissue to find novel cell types

[Han et al. 2018]
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Problem: Given multiple scenarios (e.g., 
developmental time, biological region), 
iteratively collect samples to optimize for 
a given budget that maximizes diversity 
across samples

Designing experiments for scRNA-seq atlas construction



• Idea: frame the sequential experimental 
design problem as a contextual multi-
armed bandit

Moving to RNA-sequencing: Rethinking rewards



• Idea: frame the sequential experimental 
design problem as a contextual multi-
armed bandit

• Arms: scenarios of interest (e.g.,
developmental time, organs)

• Context: cells characterized by gene 
expression vectors mapping to tissue labels

• Reward: cell type diversity (non-binary)

Moving to RNA-sequencing: Rethinking rewards



Good-Toulmin Estimator: Origin story
• In the 1940s, British naturalist Alexander Corbet spent two years collecting butterflies in Malaya

• He observed:
• 118 butterfly species for which he had trapped only one specimen;
• 74 for which he had trapped two specimens; and 
• 44 for which he had trapped three specimens. 



Good-Toulmin Estimator: Origin story

• Following these trips, he wanted to estimate the expected number of 
new species of butterflies he would find if he were to conduct a new 
expedition to Malaya and sample a certain number of butterflies

• Corbet posed this question to RA Fisher, who developed a parametric 
empirical Bayes method to estimate the expected number of new 
species with a sampling budget [Fisher et al., 1943]. 

• Good further extended this work with the Good-Toulmin (GT) 
estimator [Good and Toulmin, 1956, Good, 1953].



Good-Toulmin Estimator: novel species on a budget

• Many statistical approaches having been proposed for this estimator:
• parametric and nonparametric;
• frequentist and Bayesian approaches [Orlitsky et al., 2016]. 

• In linguistics, the GT estimator was used to estimate the total number of words in 
Shakespeare’s vocabulary [Efron and Thisted, 1976]

• In genetics, the GT estimator was used to estimate the number of unobserved 
genetic variants in the human genome [Ionita-Laza et al., 2009]



From single population to multiple populations

• Later work extended the GT estimator from a single population/island/arm to 
multiple populations/islands/arms [Good, 1953, Bubeck et al. 2013].

• With novel species as the reward, and islands as arms, experimental question 
becomes: which island do I visit to maximize novel species within sample budget?



Experimental design for the Mouse Cell Atlas

• Challenge: quantifying the cell 
type diversity as the reward

• Solution: Good Toulmin (GT) 
Estimator for multiple populations

At each step: the probability we 
keep sampling from region j is 
based on the GT estimator Uj

[Dumitrascu et al. 2018]



Simulation results for GT-TS: Two algorithms
• The incidence case:
• at each trial, all M cells are collected from one tissue type; 

• The delayed abundance case:
• M cells are sampled from a subset of tissues. Budget is partitioned 

across tissues relative to probability of novel cell types in each tissue.



Mouse Atlas cell types across organs & developmental stages

[Dumitrascu et al. 2018]



Simulation results GT-TS vs Random, Oracle

trial number

Oracle: If I made the (probabilistically) optimal choice in every iteration, how many cell types in expectation would I see?



GT-TS mouse cell types across trials vs Oracle



GT-TS arm exploration by developmental stage



But, what if your objective is not new cell types?
What if reward is a specific density?

How can I sample differently from my 
regions to morph one density into 
another?

How can I use FACS sorting, and perform 
marker selection, to sample in such a 
way as to get the different density?

Importantly, how do I align samples 
across batch/lab/organ/donor?

[Verma & Engelhardt 2018]



Discussion and conclusions

• Cell Atlases are expensive and hard to coordinate across species, cells, tissues, 
organs, diseases, technologies, and labs

• Sequential decision making & experimental design can help with coordination, 
make efforts more efficient: information/experiment

• Current work: information content is not discrete, but adding to density 
estimates with new data; more complex experiments

• Broader goals: deploy sequential decision making for many iterative problems; 
develop statistical methods for experiments



Important points about Experimental Design
• Never stop exploring;

• But, avoid arms that are clearly wrong or might kill patients (i.e., importance sampling).

• Initial posterior estimates are terrible;

• So, do not waste inference time on those.

• Everything involves sequential decision making;

• Let’s be practical: if the rewards are simple and immediate, try multi-armed bandits.

• How do you show sequential decision making works? It is not worse than random.
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